
 

 

National Institute on Aging (NIA) 
Division of Behavioral and Social Research (BSR) 

 

Applications of Machine Learning to Improve 
Healthcare Delivery for Older Adults 

OCTOBER 15-16, 2020  

 

 

 

 

 

 

 

 

 

 

 

 

September 28, 2021 

This meeting summary was prepared by Rose Li and Associates, Inc., under 
contract to the National Institute on Aging (NIA) Division of Behavioral and 
Social Research (BSR). The views expressed in this document reflect both 
individual and collective opinions of the meeting participants and not 
necessarily those of NIA. Review of earlier versions of this meeting summary by 
the following individuals is gratefully acknowledged: Kelly Beazley, Partha 
Bhattacharyya, Julie Bynum, Dana Carluccio, Niteesh Choudhry, Elizabeth Ford, 
Rose Li, Lauren Nicholas, Besmira Nushi, Ziad Obermeyer, Sherri Rose, Caroline 
Sferrazza, Taimur Sher, Nancy Tuvesson. 



Applications of Machine Learning  October 15-16, 2020 

1 

Executive Summary 
On October 15-16, 2020, the National Institute on Aging (NIA) Division of Behavioral and Social 
Research (BSR) convened a panel of subject matter experts to assess the landscape of machine 
learning applications and provide insight into key research gaps and opportunities for applying 
machine learning approaches to improve health care delivery for older adults.  
 
Panelists highlighted key opportunities to employ machine learning to improve dementia care, 
optimize electronic health record (EHR) functionality, and address health care disparities. In 
addition, panelists highlighted the need for high-quality well-labeled datasets. Comprehensive 
annotated datasets are critical to address fundamental challenges associated with machine 
learning, such as detecting and removing bias, integrating distributed data, and generating 
accurate predictive algorithms. Finally, panelists considered ethical and regulatory issues 
associated with the use of predictive algorithms, in particular for vulnerable populations such as 
older adults and individuals living with dementia, and emphasized the need for a multi-
disciplinary approach to implementing machine learning in health care.  

Optimization of EHR Functionality 
Although an overwhelming amount of data is present in EHRs, not all data are relevant at the 
point of care (POC) and a chronological view of those data may not be the most efficient 
strategy for functional organization of these data. In addition, longitudinal EHR data may be 
used to develop clinical decision support (CDS) tools to support clinician workflows using 
machine learning solutions that are both understandable and actionable. 

Research Gaps and Opportunities 
1. Incorporate novel visualization approaches to enhance the usability of EHR data 
2. Develop improved labels by linking high-dimensional EHR data to longitudinal data on 

clinical observations and patient outcomes  
3. Apply machine learning approaches to perform longitudinal summarization of EHRs, 

organizing patient information using a problem-oriented view  
4. Leverage machine learning to track care fragmentation in EHR data  

Efforts to Reduce Health Care Disparities 
Machine learning may be a powerful tool to reduce health care disparities; however, to realize 
this outcome, researchers must overcome both implicit biases in the data and mechanical 
biases produced when training algorithms. Lessons from bias-inherent algorithms may be used 
to detect disparities, validate machine learning methods that are less prone to bias, and 
develop algorithms to reduce disparity. 

Research Gaps and Opportunities 
1. Improve tools to detect algorithmic bias and develop standards for validation of 

algorithms that detect inherent data biases  
2. Understanding social inequities reflected in EHRs 
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3. Develop and implement disparity-reducing algorithms in clinical workflows and/or 
clinical trials  

4. Study existing datasets to characterize bias in order to understand the contexts under 
which those biases promote and/or reinforce health care disparities 

5. Develop more robust tools for error terrain analysis, including modular visualizations for 
errors at different levels, across different properties, or for different sub-populations 

6. Use machine learning to assess the impact of procedural differences between 
institutions on patient outcomes 

Analytic Methods to Improve Data Labeling and Data Linkage 
Health care data are stored across multiple systems, resulting in a fragmented data ecosystem. 
This fragmentation presents challenges for both health care delivery and for development of 
robust machine learning algorithms. There are two broad approaches to leveraging these data: 
distributed data analysis and data linkage prior to analysis. In addition, opportunities to link 
quality long-term outcomes data to other extant datasets may help to systematically address 
concerns regarding bias and validation of algorithms.  

Research Gaps and Opportunities 
1. Develop methods for data de-identification to alleviate privacy concerns with linked 

datasets 
2. Standardize reporting of methods to clean and prepare data for algorithm development 
3. Refine approaches to detect heterogeneity of data and improve generalizability of 

algorithms 
4. Create standards for data replication in the context of machine learning algorithm 

development 
5. Encourage the generation of public-use datasets 
6. Use data linkage for adverse event surveillance 
7. Create randomized controlled trials with predictive and placebo algorithms 
8. Develop a taxonomy for health analytics to ensure consistent application of these data 
9. Perform in silico clinical trials to identify patient phenotypes 

Improving Dementia Care 
A significant challenge for treating Alzheimer’s disease and related dementias (ADRD) is that 
individuals are often diagnosed in the late stage of the disease, but current treatments are 
aimed at halting, not reversing, degeneration. Leveraging machine learning for earlier 
identification of individuals at risk for developing ADRD could improve treatment, both by 
enabling treatment with existing therapeutics earlier in an individual’s disease course (i.e., 
before the onset of symptoms) and by opening avenues of clinical research for novel preventive 
treatments as opposed to treatments that reverse disease progression. In addition, deep 
learning models offer the potential to predict end of life for people living with dementia, 
enabling better decision-making related to burdensome treatments versus palliative care for 
patients with end-stage dementia. However, model performance (i.e., accuracy) is challenged 
by the lack of quality labeled datasets, as well as the fundamental issue of validating the 
diagnostic accuracy of predictive algorithms without validated biomarkers of subclinical disease 
or a gold standard for clinical diagnosis. 
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Research Gaps and Opportunities 
1. Identify methods to predict subclinical disease and end of life for people living with 

dementia using machine learning approaches, including pragmatic trials for machine 
learning–assisted early diagnosis of dementia 

2. Identify potential indicators of dementia from disparate data sources—including clinical, 
EHR, financial, and consumption data—as well as from linkages across data types  

3. Increase the inclusion of older adults and/or people living with dementia in datasets 
used to train machine learning algorithms 

Ethical and Regulatory Considerations 
Dementia presents a unique ethical dilemma for predictive algorithms because whether the 
benefits of earlier diagnosis will outweigh the risks remains unclear. Earlier diagnosis may 
change the clinical trajectory of the disease or allow individuals to pre-emptively address 
medical and financial matters, improving quality of life. However, there are profound ethical 
implications for how and when individuals should be informed of their risk—especially for 
diseases such as ADRD that have no cure—as well as implications unrelated to health care, 
including financial issues, stigma, and autonomy.  
 
Research Gaps and Opportunities 

1. Engage multiple stakeholder perspectives to define appropriate questions for machine 
learning applications 

2. Apply ethical frameworks to understand the implications of predictive diagnosis 
3. Provide greater protections for older adults as a vulnerable population  
5. Develop a disclosure strategy for predictions for untreatable conditions (e.g., 

Huntington’s disease) 
6. Develop guidance for regulatory issues associated with machine learning, in particular 

for algorithms as medical devices 
7. Develop reporting standards for inclusion and exclusion of data (e.g., CONSORT 

diagrams) to enable validation that accounts for the multiplicity of data sources 
 
Participants highlighted key priorities for NIA to create a landscape for near- and long-term 
acceleration of machine learning—including building data asset considerations into funding 
opportunities, encouraging the creation of standards that can be adopted by regulatory groups, 
including drug data as a source of data, and enabling adverse event surveillance via data 
linkage. 
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Meeting Summary 

Introduction and Workshop Goals—Partha Bhattacharya and Niteesh Choudhry 
Machine learning is poised to improve accurate disease identification, prognosis across 
disparate patient populations, and course of treatment. These improvements can generate 
superior health outcomes and cost savings throughout the healthcare system. However, 
systemic barriers (e.g., limited or no access to electronic health record [EHR] data) and 
methodological barriers (e.g., inadequate algorithm validation) can impede this progress.  

A recent meeting at the National Academies of Sciences, Engineering, and Medicine (NASEM) 
on leveraging big data and machine learning to enhance social science research in aging 
provided broad insights, including determining the research necessary to successfully leverage 
machine learning; determining the training necessary to successfully implement machine 
learning; and ensuring availability of data to the research community.  

The goal of this workshop is to identify research gaps and opportunities to accelerate the 
implementation of machine learning to improve healthcare delivery for older adults. These 
opportunities fall under four broad categories: (1) diagnosis and diagnostic test interpretation; 
(2) prognosis to support clinical decision-making or triage; (3) personalization of treatment 
options; and (4) optimizing delivery of care. To date, research in machine learning and artificial 
intelligence (AI) has focused largely on the first two aspects—diagnosis and prognosis. 

Session 1: Opportunities to Improve Healthcare Delivery 

Machine Learning to Improve Care for Older Adults: Gaps and Opportunities—Ziad 
Obermeyer (Chair) 
Machine learning to develop automated diagnostic algorithms requires two components: a 
large dataset (e.g., a database of medical images) and high-quality labels for outcomes of 
interest (e.g., presence of a lung nodule on an x-ray). However, defining proper labels is a major 
challenge for two reasons: (1) the existence of fundamental uncertainty in measuring medical 
outcomes and (2) the presence of structural inequalities in the healthcare system. For example, 
the current state of the art for measuring heart attack is consensus expert medical opinion from 
a panel of doctors, a standard inherently prone to human error that provides no basis for 
automation. In addition, algorithmic predictions based on EHR data are prone to inaccuracy 
from bias. For example, a stroke in an uninsured, low-income, non-white individual that is 
undiagnosed due to a lack of access to advanced diagnostics could be perceived by an algorithm 
as the absence of a stroke. Whereas a stroke is a complex biological signal, lack of access to 
healthcare is a relatively simple mechanism that covaries in predictable ways (e.g., with income, 
race, language, and geographic location). Thus, when training an algorithm to detect stroke 
across a socioeconomically diverse population using only EHR data, it is more likely that the 
algorithm may learn to recognize the relatively simpler pattern of inequalities in the healthcare 
system rather than the patterns related to the true biological signal for the outcome of interest 
(i.e., stroke), increasing the potential for inaccurate predictions. While the lack of high-quality 
labeled medical data represents a significant gap for machine learning, uncertainty in 
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measuring medical outcomes represents both a gap and an opportunity. AI has the potential to 
enable the medical community to develop more concrete criteria for diagnoses. Because 
machine learning can process highly dimensional data, it can be viewed as a measurement 
technology that can be applied to complex biological signals. 

Towards Deploying Reliable Machine Learning Systems—Besmira Nushi 
During the past 10 years, exciting developments in AI have been accompanied by system 
failures after real-world deployment. These failures have a common feature: a discrepancy in 
quality or in accuracy between the base error rate of the algorithms and the error rate for 
certain demographic groups or corner cases (i.e., outliers) in the input conditions. Because 
disparities represent a significant problem in the medical domain and clinical performance 
measures are often stratified by race/ethnicity and socioeconomic status, automation of 
healthcare predictions, including those related to healthcare inequality, must be reliable. A 
survey of more than 500 machine learning engineers identified day-to-day issues related to this 
challenge. Two issues stand out: (1) error terrain analysis and (2) backwards compatibility. 
Currently, model performance for a given benchmark is reported using only a single number 
(e.g., the model is 90 percent accurate). Because performance can be non-uniform across 
different input conditions (e.g., demographic groups), these simplistic performance reports can 
hide important conditions of failure. To address performance variability, Microsoft developed 
Pandora, a tool that identifies errors based on semantic clustering of inputs and provides 
modular visualizations to explain the errors at different levels (e.g., between clusters, within 
clusters, or for specific inputs). Using gender identification as an example in the same line as 
the GenderShades study by Buolamwini and Gebru, many application programming interfaces 
(APIs) demonstrate higher error rates for women with dark skin tones. Pandora revealed 
further complex interactions of features that correlated with the overall failure. While the base 
error rate for the algorithm across the whole benchmark (i.e., PPB dataset) was 5.5 percent, 
Pandora revealed that the error rate was 35.7 percent for women who were not wearing 
makeup, had short hair, and were not smiling in their photos. Backwards compatibility refers to 
phenomena that occur when a new system component introduces errors that were not present 
before. In addition to direct effects from these errors, lack of backwards compatibility is 
important from a human-AI collaboration perspective because it may undermine trust in 
algorithms that are intended to support the decisions of professionals (e.g., clinicians). 
Therefore, algorithms must be evaluated for accuracy and optimized for collaboration. In 
addition, algorithms should be evaluated in large-scale experimental studies with decision-
making professionals to ensure optimization of the correct properties. 

Patient Record Summarization: An Intervention to Reduce Clinical Information 
Overload—Noémie Elhadad 
There is an outstanding need to aid clinicians in reviewing complex temporal histories of 
patients. The rise of multimorbidity and chronic diseases, and the increased documentation of 
these diseases, contributes to poor usability of EHRs in two ways: (1) an overwhelming amount 
of patient data are present in the EHR, not all of which are relevant at the point of care (POC), 
and (2) a chronological view of patient data that centers on patient visits is the primary strategy 
for content organization. From an informatics perspective, such problems can be solved by 
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three types of clinical decision support (CDS) tools: information buttons, alerts, and 
summarization and organization. AI and machine learning are poised to support clinicians’ 
reviews of patient history by addressing summarization and organization of the EHR. Using 
interactive visualizations and leveraging natural language processing of clinical notes to 
perform longitudinal patient record summarization, machine learning can create a problem-
oriented view of the patient as its primary approach to content organization. This approach can 
be further refined by adding layers of data, such as diagnostic codes, medications, and 
laboratory tests, to create an unsupervised, probabilistic model that links clinical observations 
to the inferred problem derived from clinical notes. While the field lacks a gold standard 
defining a good longitudinal patient record summary, machine learning applications must at a 
minimum support clinician workflow. Using a task-based evaluation, in which clinicians were 
asked to identify a problem list for a given patient and answer two basic questions about the 
patient within a defined timeframe, the EHR summarization tool significantly improved both 
the completeness of the problem lists and the correctness of answers to questions. In addition, 
the tool enabled faster completion times. Importantly, complementary qualitative research 
identified themes from clinicians (e.g., temporal awareness, time required to become familiar 
with the new tool, and tradeoff between transparency and accuracy) that can assist the 
development of machine learning solutions that are understandable and actionable.   

Discussion 
Finding the right AI research question can be its own challenge, particularly for individuals (e.g., 
machine learning engineers) who may lack medical expertise. The presenters described how 
they gain the content expertise necessary to define important problems. Dr. Nushi emphasized 
the importance of collaboration, in particular to debug models, to compensate for expertise 
limitations. Considerations for the collaborative debugging process include delineating 
responsibilities and streamlining the process. Dr. Elhadad agreed that collaboration is vital but 
emphasized that it cannot address all difficulties. She noted two general pitfalls in research 
question development: (1) questions that are too trivial from a technology-centric view and (2) 
questions that are not feasible for machine learning because supportive data are lacking. Dr. 
Obermeyer also cautioned that collaboration can be hampered by a lack of understanding 
between clinicians and engineers. Engineers who do not understand medical content may over-
rely on clinicians to identify research questions. Conversely, a lack of understanding by 
clinicians about the capabilities and limitations of machine learning can result in poor questions 
from an algorithm development perspective.  

Participants considered whether machine learning, in particular unsupervised learning, could 
drive improvements in developing labels. Dr. Obermeyer acknowledged Dr. Elhadad’s work 
summarizing and organizing the EHR as an exemplar of what can be done with unlabeled data 
but cautioned that unlabeled data is not synonymous with unsupervised learning (i.e., a 
mindless clustering exercise). Dr. Elhadad explained that to develop better labels, the field 
could focus on linking high-dimensional signals from patient datasets (e.g., EHRs) with 
longitudinal data on patient outcomes.  



Applications of Machine Learning  October 15-16, 2020 

7 

Dr. Choudhry noted that currently available tools for error terrain analysis seem focused on 
helping the developer to better understand where the algorithm does not work, inquiring 
whether, from a statistical perspective, similar tools could be designed for algorithm users (e.g., 
clinicians or others with content knowledge). Dr. Nushi emphasized that the most important 
consideration for error analysis tools is the quality of the labels. The quality of error 
visualization depends on the quality of the benchmark data ingested into the tool.  

Gaps and Opportunities: (1) accuracy can be misleading; (2) algorithms will automate bias; (3) 
lack of labeled data; (4) empirical diagnoses; (5) specify what we want algorithms to do; (6) 
machine learning as a measurement technology; (7) demand for high-quality, labeled data; (8) 
challenges with custom-built and manual systems; (9) models of tools for error analysis; (10) 
good AI collaborators; (11) information overload, relevance to point of care; (12) CDS; (13) 
coupling interpretable machine learning with interactive visualization. 

Session 2: Vulnerable Populations 

Improving Outcomes in Low-Income Populations—Sherri Rose (Chair) 
Machine learning focuses on prediction, but it can be used for causal estimation. While the goal 
of prediction is to generate a function to input covariates and estimate the probability of an 
outcome, the goal of casual effect estimation (i.e., causal inference) is to estimate the effect of 
an exposure or intervention on an outcome, adjusted for covariates. For prediction, a weighted 
average of multiple different algorithms can be used to create an estimator. For causal 
inferences, non-testable causal assumptions are required, allowing for enriched interpretation 
of the target parameter(s). One area of causal inference to which machine learning can be 
incorporated is generalizability (e.g., extrapolating a randomized trial or observational study to 
a target population). Generalizations require assumptions, tests for treatment effect 
heterogeneity (i.e., differential performance of an intervention for certain individuals), and a 
framework to guide evaluation of external validity bias. Cross-design synthesis integrates data 
that are both randomized and observational, leveraging machine learning to generate new 
estimators from the overlap between these covariate distributions.  

These techniques can help shape efforts to address healthcare inequities. Low-income 
populations lag behind other groups with respect to health outcomes and quality of care. 
However, while life expectancy and other health outcomes in the United States are clearly 
associated with income and socioeconomic status, the impact of individual health plans on 
outcomes among low-income populations and marginalized groups is unknown. Using cross-
design synthesis to assess the treatment effect heterogeneity of individual health plans 
revealed differences in the impact of plans on outcomes and identified some plans for which 
estimates based on observational and randomized data were different.  

Ethical considerations for machine learning in healthcare, particularly related to low-income 
and marginalized populations, include (1) problem selection (e.g., disparities in funding and 
problem selection priorities); (2) data collection (i.e., avoid convenience samples that 
exacerbate disparities); (3) outcome definition (e.g., the impact of biased clinical knowledge, 

https://www.hcp.med.harvard.edu/faculty/core/sherri-rose-phd
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implicit power differentials, and social disparities); (4) algorithm development (e.g., 
disproportionate error rates for sub-populations); and (5) post-deployment monitoring (e.g., 
targeted “spot-check” audits and proper model documentation). Other considerations concern 
whether the algorithm has a social impact statement, including (1) who is responsible to users if 
they are harmed; (2) is the algorithm explainable to users; (3) is it accurate; (4) is it auditable by 
a third party; and (5) is it fair. Developing algorithms that address these considerations requires 
computing resources and further research. Computing needs include developing and 
maintaining software; research gaps include machine learning for causal inference, 
generalizability, and transportability, as well as the intersection of machine learning and 
epidemiological methods for health services research with a greater focus on marginalized 
groups and vulnerable populations.  

Ensuring Fairness in Machine Learning to Advance Health Equity—Alvin Rajkomar 
A traditional view of machine learning holds that biased data leads to biased algorithms. 
Because healthcare data contain vast amounts of systemic patterns of health inequity, 
especially among certain disparate groups, machine learning models trained on these 
healthcare data will recapitulate and perpetuate health inequities already encoded in the data. 
Thus, machine learning faces an implicit imperative to ensure that data are representative and 
fair. Three questions form the starting point for a framework to better understand bias and 
more clearly articulate what is desired in a “fair” model: (1) is receiving or achieving fair data 
sufficient; (2) does using data with known bias present risks to vulnerable populations; and (3) 
can models with equal performance and accuracy among subgroups still be predisposed to 
outcome bias.  

Data biases can enter a machine learning model through unrepresentative data, missing data 
that are not randomly distributed among subpopulations, and label bias (e.g., inappropriate 
surrogates). However, other biases also exist, such as models that predispose for certain types 
of data inputs. For example, a model to detect skin cancer using smartphones does not consider 
whether all patients have access to smartphones with the right camera specifications to use the 
model. In addition, research questions may be subject to bias from funding, and models are 
embedded in clinical systems where additional biases arise from human interaction.  

Using the framework of distributive justice, fairness is defined across three major categories: 
equal patient outcomes, equal performance, and equal allocation. Equal patient outcomes (i.e., 
all subgroups benefit) are desirable but difficult to achieve. In practice, most frameworks focus 
on either equal performance or equal allocation. However, in situations where it is 
mathematically impossible to achieve equal performance or equal allocation, choices must be 
made about fairness in a model. These choices usually require a mix of clinical and ethical 
expertise as well as the viewpoint of affected populations. Thus, suggestions for incorporating 
fairness into machine learning systems may include a participatory study design to evaluate 
ethical considerations and disparities, data collection from key representative cohorts, training 
of the system, and monitored system deployment. In addition to avoiding or mitigating bias, 
machine learning could be leveraged to recognize bias and decrease disparities. 
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Discussion 
Definitions of subgroups frequently incorporate subjective decision-making. Dr. Rajkomar 
highlighted the basic need for features in the data to identify subgroups; however, creating 
more granular subgroups requires individuals to reveal more information about their identities. 
Especially for the most vulnerable populations, a trade-off arises between a data scientist’s 
ability to conduct detailed subgroup analyses and the right to request access to additional 
personal information from patients. To address this balance, representatives of subgroups 
should be involved early in the AI development process, prior to data collection. In addition, Dr. 
Ossorio that noted a patient’s self-identification may differ from identification by a provider or 
the healthcare system (e.g., the difference between documented sex and gender). 

Participants discussed implications for generalizability of subgroup analyses of data that 
originate from multi-level sources (e.g., doctors nested within hospitals and hospitals within 
hospital systems). This inability to generalize data is a special case of a larger issue: inoperable 
data. Most machine learning models in healthcare are generated from a few participating 
healthcare systems, and transportability issues arise because healthcare data are not 
semantically or technically harmonized across those systems. Regarding longitudinal data and 
the lack of long-term cohorts, Dr. Rajkomar highlighted the inability to identify the same patient 
across different datasets as an intractable problem. No universal patient identifier exists, and 
even if it were possible to link patient records from a data policy perspective, complicated 
issues would arise when seeking permission to access these data.   

Gaps and Opportunities: (1) developing and maintaining software; (2) generalizability and 
transportability; (3) robust identification of treatment effect heterogeneity; (4) mitigating effect 
of historical biases; (5) proactively lessen disparities; and (6) implementation considerations 
(e.g., design, data collection, training, evaluation, monitored deployment, and launch review). 

Session 3: Improving Dementia Care 

Selecting Patients with Dementia for Palliative Care Interventions: Deep Learning 
Mortality Prediction in the Electronic Health Record (EHR)—Julie Bynum (Chair) 
Dementia is a progressive loss of cognitive function with multiple etiologies—one of which is 
Alzheimer’s disease, a condition that leads to the inability to carry out daily life functions and 
death. People living with dementia often undergo interventions near end of life that may not 
better their quality of life and can be burdensome, harmful, and difficult for caregivers to 
implement. Because people with dementia cannot self-advocate, it can be challenging to 
deliver interventions to the people who need them. Dementia is underdiagnosed, with some 
studies reporting that up to 50 percent of cases are missed. Moreover, once patients are 
diagnosed, they are often in the late stage of the disease. Adding further complexity, the 
accuracy of dementia diagnoses in clinical practice can be questionable as scientific definitions 
of dementia, including Alzheimer’s disease, evolve.  

To provide effective palliative care, earlier intervention is needed. Because people with 
dementia interact at high rates with the healthcare system, healthcare-generated data can 
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provide opportunities to identify people with dementia earlier in their disease course, 
characterize the baseline of participants and settings, monitor implementation of pragmatic 
clinical trials, and measure trial outcomes. However, model performance (i.e., accuracy) is 
challenged by the lack of quality labels. For example, diagnostic codes (e.g., from the 
International Classification of Diseases, Ninth Ed. [ICD-9]) identify only a subset of patients with 
dementia and lack objective markers of the disease. Mixed EHR (i.e., diagnostic codes) and 
hand-based review of charts challenge model performance even further. These challenges may 
be addressed by latent topic modeling, an alternative approach that uses natural language 
processing of clinical notes. In longitudinal studies, latent topic modeling has leveraged EHR 
data to visualize symptoms of altered mental health status over time (e.g., increased mobility 
issues or decreased swallowing function, a late-stage event in dementia). Interestingly, it has 
also accurately predicted end-of-life care. Together, these results support the feasibility of 
applying natural language processing and deep learning to longitudinal clinical notes to model 
dementia trajectories. This deep learning model has created an accurate prediction of mortality 
as far as 2 years out and identified patients with end-stage dementia, outperforming manual 
screenings. However, the fundamental problem of diagnostic accuracy cannot be fully 
answered by these models without a gold standard for comparison.  

Detecting Dementia in Financial Data—Lauren Nicholas  
Impaired financial capacity (e.g., difficulties managing money or erratic, risky, and 
uncharacteristic financial decisions) can be an early indicator of cognitive impairment. Ongoing 
research shows that Medicare beneficiaries miss bill payments at higher rates than those who 
never develop dementia up to 6 years prior to diagnosis and have subprime credit up to 2.5 
years prior. The feasibility of using financial data to predict dementia was examined using linear 
regression models, with adverse financial outcomes from a focal year (e.g., the year an 
individual turned 75) as indicators of whether an individual would develop dementia. In-sample 
predictions from these regression models have been compared, and further research in a larger 
dataset will be necessary to determine whether these data can be used for prognosis.    

The financial presentation of dementia is unique compared to other medical conditions, such as 
arthritis and hip fracture. Financial difficulties emerge years prior to diagnosis, remain 
persistent, and are more pronounced in certain subpopulations (e.g., individuals with lower 
education levels). While credit scores capture dementia-linked adverse financial events, the 
overall change in credit score is relatively small and thus likely insufficient for monitoring. 
Moreover, while financial data could be useful for earlier detection of dementia, assets tend to 
be held across multiple institutions, providing logistical challenges for data acquisition. 
Importantly, access to these data could also target vulnerable populations, raising concerns 
about abuse in non-research settings and questions about whether some of these financial data 
sources should be classified as protected health information (PHI).  

Can dementia be detected from primary care patients’ records by automated methods 
earlier than by the treating physician?—Elizabeth Ford 
The United Kingdom (UK) health system is single payer with approximately 98 percent of the 
population registered with a general practitioner (i.e., primary care physician). General 
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practitioners collect patient data in commercial EHR systems using a clinical coding system with 
minimal free text, and some clinics supply these coded data to central research databases. As in 
the United States, underdiagnosis of dementia represents a gap in the UK, with up to one-third 
of patients missing a diagnosis in their record. To determine whether machine learning 
approaches using EHR data could be leveraged to make earlier identifications of patients with a 
high risk for dementia, a dataset comprising more than 47,000 English patients who received a 
dementia diagnosis between 2000 and 2012, with matched control patients, was extracted 
from a UK research database. Full clinical records were extracted for up to five years before first 
diagnosis of dementia and analyzed using 77 separate potential dementia indicators. Five years 
prior to diagnosis, the model performed similar to chance; however, in the year before 
diagnosis, model accuracy increased to 80 percent. The most highly weighted of the 77 included 
features were indicators of frailty or memory loss. However, the probable reason for enhanced 
accuracy one year before diagnosis was that a doctor had already detected bona fide dementia 
symptoms (e.g., memory loss) and had referred the patient for cognitive screening. The 
implication is that the detection of dementia using primary care record data is unlikely to 
outperform the clinician who is creating the data. However, this conclusion is limited by the age 
of the dataset, misclassifications and missing codes in the EHR, and sparse data caused by long 
gaps between consultations for some patients. Efforts to improve the quality of machine 
learning models, using a new dataset, will incorporate age as a predictor, better feature 
engineering, and links to other sources of data (e.g., wearables, patient reports, genetic data).  

Discussion 
One major dilemma for predictive algorithms is whether an earlier dementia diagnosis helps or 
harms the patient. Dr. Bynum noted that dementia presents a unique case in healthcare 
because earlier diagnosis does not change the clinical trajectory of the disease, but it can have 
profound ethical implications not related to healthcare (e.g., financial issues, stigma, and 
autonomy). However, earlier diagnosis could improve therapeutic options for patients who can 
enroll in clinical trials earlier in their disease course, mitigating effects on both patient and 
caregiver. While the motivation for identifying who is at risk for developing dementia is clear, 
the science of whether these predictors have a long-term impact on disease trajectory is not 
yet as precise as the field would like it to be.  

Certain key features of the UK healthcare system, including relatively stable longitudinal 
relationships between patient and provider, could limit transportability of the UK system. Dr. 
Ford agreed that more stable patient-provider relationships create a more consistent patient 
narrative than is available in other settings with more fragmented patient-provider 
relationships (e.g., the U.S. healthcare system). To address this challenge, engineers have 
augmented diagnostic machine learning models using disease trajectory as well as free text 
data from keywords and clinic notes. However, Dr. Bynum noted that patient-provider stability 
could still exaggerate the problem of generalizability because the free text from clinic notes is 
still derived from single source data.  
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Regarding indicators of dementia, Dr. Bhattacharya offered consumption data (e.g., trips to the 
grocery store) as another potential source of non-health data that may correlate with 
dementia. 

Gaps and Opportunities: (1) leveraging longitudinal clinical notes in EHR data; (2) predictions 
with deep machine learning neural networks; (3) diagnostic accuracy in records; (4) leveraging 
financial data for earlier detection of ADRD, developing financial protection policies, and 
warning signs of adverse events; (5) logistical challenges (e.g., tracking, data harmonization); (6) 
potential to target vulnerable populations; (7) potential for outdated, misclassified, or missing 
data; (8) identification of temporal patterns in data unnoticed by clinicians; (9) combination 
machine learning methods; and (10) linkages across data types. 

Session 4: Data Needs 

Novel Data Management and Integration Approaches—Vincent Mor (Chair) 
The Pragmatic Trial of Video Education in Nursing Homes (PROVEN) study, which sought to 
determine the impact of an advanced care planning video program on nursing home patients, 
demonstrates the healthcare potential of machine learning techniques. From the point of view 
of machine learning, the goal of PROVEN was to link phenotypic patient data to outcomes of 
interest (e.g., hospital transfers, burdensome treatments, and hospice enrollment). The 
PROVEN trial drew on several sources of nursing home data, including the minimum data set 
(MDS), a standardized functional assessment instrument that is mandated by the Centers for 
Medicare & Medicaid Services (CMS) and updated at least quarterly; EHRs, which can link the 
MDS to billing and clinical data; and CMS data, which can be linked to nursing home EHRs by 
Medicare beneficiary identification number and other identifiers. (Because these identifiers are 
considered PHI, the CMS Virtual Research Data Center (VRDC) allows for uploading of MDS and 
EHR data for merging, matching, and analysis to curtail privacy issues.) Within these data 
sources, PROVEN examined data elements such as demographics and other covariates as well 
as patient-level outcomes. The data integration plan was structured directly into the EHR, and 
data were transmitted to VRDC once per month, where they were matched to Part A and B 
Medicare claims. The advantages of the PROVEN approach are that Medicare claims are mostly 
complete within three months (or faster for inpatient claims), claims linkage is quick, patients 
can be tracked across settings, and there is no loss to follow-up. However, VRDC grants access 
to only one study analyst, which necessitates serial analysis; statistical packages are limited to 
SAS and Stata (not R), making Bayesian modeling challenging; heavy processing time slows 
analysis; and data sharing of any sort is prohibited. Nonetheless, the use of real-time data by 
VRDC is novel, and linking EHR to other data in VRDC permits novel clustering of randomized 
trials. Disadvantages are largely technical, and increased access is possible if privacy issues can 
be adequately addressed. 

Opportunities and Barriers of Healthcare Data—Mohammed Saeed 
It is not feasible to conduct randomized controlled trials for every clinical question, and not all 
patients fit the inclusion criteria for various trials. Thus, in silico clinical trials are needed to 
identify patient phenotypes of interest for pragmatic trials. These trials can be facilitated by the 

https://vivo.brown.edu/display/vmor
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massive volumes of high-velocity, highly dimensional data, in EHRs. Machine learning 
algorithms can leverage these patient data to identify patterns that are too high dimensional 
and too high velocity for human clinicians to detect; however, the higher the dimensionality of 
the data, the larger the number of samples needed to train the AI. One challenge associated 
with this training is the lack of standards for fair comparison of machine learning algorithms. 

One opportunity to develop standards is the use of common datasets, such as the 
Massachusetts Institute of Technology–Beth Israel Hospital (MIT-BIH) database for 
electrocardiogram (ECG) data, which has become the de facto U.S. Food and Drug 
Administration (FDA) standard for arrhythmia analysis. Some of the largest and most popular 
databases for machine learning include Medical Information Mart for Intensive Care (MIMIC), a 
free database comprising de-identified intensive care unit (ICU) data for more than 60,000 
patients from admission to discharge started in 2001; CMS data, which contain information for 
more than 50 million Medicare beneficiaries; and PhysioNet, a free multi-center physiologic 
data repository linked to clinical and waveform data for more than 200,000 patients from 
different datasets. The most recent release of MIMIC, MIMIC-IV, contains high-resolution 
patient monitoring data (e.g., electrocardiogram, blood pressure, and oxygen saturation) as 
well as imaging data, laboratory data, medication administration orders, and text-based notes. 

One of the greatest concerns associated with these datasets is patient privacy. It remains a 
virtually impossible task to de-identify all patient data in unstructured text-based notes. MIMIC 
utilizes a strategy that includes rigorous de-identification techniques, patient waiver of consent, 
and tiered access for users. Another approach, used by CMS, allows patients to control access 
to their own data. Blue Button API enables developers to register a beneficiary-facing 
application and allows Medicare beneficiaries to connect their claims data to applications, 
services, and research programs of their choosing. Other challenges include data formatting 
standards and how to evaluate and support distributed data. The Cures Act mandated open 
EHR systems, but this mandate is relatively new, and it remains unclear how accessible open 
data formats will be to the larger research community. Data hosting is also a challenge. 
PhysioNet’s strategy has been engagement of the user community: by providing free access to 
their databases, PhysioNet has built a rich community of expert users, and their collective 
knowledge is an additional resource. Moreover, cloud-based deployment allows seamless 
access to these data, advancing one goal of machine learning healthcare databases: leveraging 
the combination of real-time patient data and cloud-based resources (to provide CDS tools). 

Integrating Health Data from Multiple Sources—Jasmin Phua 
Healthcare data are collected and stored by multiple systems, resulting in a fragmented data 
ecosystem. This fragmentation presents challenges from both a care perspective and a research 
perspective because data must be integrated across these different systems. A key issue in data 
integration is the preservation of privacy. Datavant’s strategy for building a broad healthcare 
data ecosystem leverages buy-in from partners based on providing privacy assurance. To link 
healthcare data from different systems for the same individual, Datavant provides its partners 
with software to create de-identified tokens called patient keys. These tokens allow record 
linkage software to obtain and then assemble patient data into a longitudinal record. No PHI is 
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shared to provide these linkages, which facilitates data access because de-identified patient 
data are typically exempt from Institutional Review Board (IRB) oversight and data use 
agreements have already been established with partners. In addition, this strategy preserves 
patient privacy. However, the risk of re-identification increases as the volume of data increases. 

A key consideration for establishing datasets within this integrated data ecosystem is selecting 
the right partners to achieve optimal patient cohorts for a particular research question of 
interest. Then, the linkage methodology is used to collect different endpoints to generate the 
datasets for the cohort of interest. These pre-tokenized data are then held in a safe data 
governance space pending IRB approval. Key features of this type of integrated data strategy 
(i.e., via the de-identified patient key) include the ability to prospectively link data (i.e., if a new 
source of data arises that was not known at the time the study design was conceived, it can be 
linked for the cohort) and the ability to retrospectively target datasets for a patient(s) of 
interest. The greatest concern with these datasets is how the data are generated (e.g., does the 
data source generate inherently biased data and do proxy data sources appropriately detect 
outcomes of interest). Ensuring the reliability of data is both a gap and an opportunity. Data 
should only be applied for its intended use, and developers must have authoritative sources 
who can provide feedback on these data. One opportunity is to provide a taxonomy for health 
analytics to ensure consistent application of these data. 

Discussion 
Ms. Phua noted two ways to guard against data heterogeneity: (1) replicate findings using 
common datasets and (2) compare data against registries. Even within the same database (e.g., 
MIMIC), however, practices may change. Dr. Saeed emphasized the need to recognize the 
limitations of these datasets. MIMIC, for example, is not multi-institutional, and single-source 
datasets can lead to issues with generalizability. Identifying faults in an algorithm (i.e., where 
the algorithm has detected a provider-specific pattern rather than true physiology) requires 
testing across different permutations of the data. 

Participants discussed whether machine learning can be used to identify fixed effects of single 
providers. Dr. Saeed noted that some approaches attempt to identify commonalities between 
providers, including multitask learning to determine whether processes from one provider can 
inform processes from a different provider. Procedural differences can have a cascade of 
effects that ultimately impact patient outcomes. One open area of research in machine learning 
is developing algorithms that can assess these procedural differences to determine which ones 
contribute to patient outcomes. Dr. Saeed emphasized that rich datasets will be foundational 
for exploring these questions. 

Dr. Choudhry inquired about the potential benefits and detriments of methods for distributed 
data analysis (e.g., the FDA Sentinel Initiative) that leave data in their natural environments. 
Ms. Phua noted that this type of data fragmentation can alleviate governance concerns because 
no data are transferred; however, the downside is the inability to perform adverse event 
surveillance because patterns of emerging symptoms cannot be detected across sites. 
Moreover, this approach risks care fragmentation that can occur when a patient’s condition is 
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not viewed longitudinally. Dr. Saeed also noted that completeness of data allows specific 
research questions to be answered. Massive amounts of data that are incomplete (e.g., big data 
from Google) may be able to answer very broad questions, but rich databases such as MIMIC 
are needed to make more longitudinal predictions. However, he noted that MIMIC does not 
contain the types of information needed to make predictions about social determinants of 
health. To address these questions, it would be ideal to combine longitudinal information from 
a database such as MIMIC with big data from institutions like Google. 

In line with NIH’s request for replication of clinical trials, Dr. Bhattacharya asked whether, and 
how much, data should be reserved for replication purposes. Dr. Saeed agreed that data 
resources must be at least sufficient to train algorithms. However, he believed that the machine 
learning field should strive to replicate the gold standard of randomized controlled trials for 
clinical interventions. Applied to machine learning, an algorithm’s performance would be based 
on patient outcomes resulting from actions supported by a predictive algorithm (i.e., 
intervention) compared to patient outcomes resulting from actions supported by a “placebo 
algorithm.” 

Regarding concerns about clinician fatigue from the introduction of new CDS tools, Dr. Saeed 
noted that scoring systems are already in use by clinicians; new research may simply apply 
different, more accurate models to guidance for healthcare delivery. Ms. Phua agreed that 
scoring systems and guidelines are already being revised as new data are available; however, if 
machine learning models are applied without feedback, it is unclear what factors will emerge as 
highly predictive and whether those factors could change over time.  

Gaps and Opportunities: (1) real-time data; (2) linking EHR and other data to VRDC; (3) privacy 
concerns with increased access; (4) in silico clinical trials; (5) common datasets for fair 
comparison; (6) perfect de-identification; (7) intrinsic biases in data collection; (8) 
nontraditional data; (9) data fit for purpose; (10) capturing feedback loops; (11) data 
completeness and intent; (12) identification of temporal patterns in data unnoticed by 
clinicians; and (13) CDS. 

Session 5: Ethics and Feasibility Considerations 

Do No Harm: A Roadmap for Responsible Machine Learning for Healthcare—Pilar 
Ossorio (Chair) 
While machine learning in healthcare incites great enthusiasm, there are still few instances in 
which its efficacy has been shown. Thus, standards for responsible development and 
deployment of machine learning tools in the healthcare environment are needed. Issues that 
should be addressed include (1) choice and specification of the problem to be solved; (2) 
process of model development and validation; (3) clinical validation of the model; and (4) post-
deployment monitoring and updating. Discussions during the workshop linked the issue of 
problem choice and specification to fairness: whose perspective the problem is being defined 
from and how issues of unequal power relations might be reflected in the way the problem is 
specified. Problems should be devised through interdisciplinary collaboration, leveraging 
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stakeholder engagement and social science research to understand the research problem and 
how best to specify it. In addition, consideration should be given to responsible ways to specify 
subgroups.  

Some health-related medical algorithms are considered medical devices that must receive prior 
authorization from regulators before they can be deployed clinically. If the healthcare-related 
machine learning community can devise standards for algorithm development, regulators are 
likely to adopt those standards. Conversely, lack of input from the field risks regulators making 
ad hoc decisions about which standards to apply.  

Algorithms and Bioethics—Taimur Sher 
In addition to privacy, other foundational challenges for the machine learning field include 
unrecognized biases in algorithms. Two case studies highlight the importance of these 
unrecognized biases. In the first case study, a model for predicting congestive heart failure in 
individuals with diabetes assigned similar risk scores to two men of similar ages, one white and 
one African American. The African American man had poorly controlled diabetes and multiple 
comorbid conditions while the white man was relatively healthy with controlled diabetes. The 
first patient was clearly sicker than the second but received the same predictive score, 
highlighting racial bias in the algorithm. In the second case study, an algorithm to predict 
melanoma from images of benign lesions learned to associate the presence of a ruler (used by 
dermatologists to measure lesions suspected of being melanoma) in the reference images with 
an increased likelihood of malignant lesion, highlighting bias that was unintentionally 
introduced from the source images. As a result, one study subject, with a predicted benign 
lesion, was diagnosed with malignant melanoma and lymph node metastasis within one year. 
Thus, unless potential sources of bias (e.g., from data source or disproportionate subgroups) 
are controlled, prediction discrepancies may lead to harm for subjects. While many clinicians 
agree that machine learning and AI provide an important tool to address the complexity in 
advanced healthcare issues, a key question is how different stakeholders see the opportunities 
and limitations of these technologies. Combining the expertise of clinicians and data scientists 
provides one opportunity to solve these problems. Additional opportunities include value-
based education of data scientists and clinicians; investment in resource and capacity building; 
and development of a systemic regulatory framework to provide more robust oversight, 
ensuring safer machine learning tools for the future.   

Early Detection of Alzheimer’s Disease: Viability and Implications for the Care of Older 
Adults—Madalina Fiterau 
Approximately 44 million people are living with incurable Alzheimer’s disease. One reason for 
the failure of therapeutics is that by the time Alzheimer’s disease is diagnosed, 60 percent of 
brain matter has irreversibly degenerated. Thus, one goal is earlier identification of individuals 
at risk for developing Alzheimer’s disease while they are still at a cognitively normal stage (at 
least two years before an official diagnosis). If machine learning can enable that earlier 
prediction, individuals can preemptively plan for medical and financial matters, improving 
overall quality of life. Moreover, earlier identification could open avenues of clinical research 
for preventative treatments as opposed to finding cures or treatments to reverse the disease.  
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One study addressing this opportunity for early detection is the Alzheimer’s Disease 
Neuroimaging Initiative (ADNI). ADNI collects magnetic resonance imaging (MRI) scans, 
cognitive test scores, and biomarker information from study subjects every six months over the 
period of a few years. Over the course of the study, some individuals transition from cognitively 
normal to cognitively impaired, with some receiving an Alzheimer’s disease diagnosis. 
Neurologists help to define relevant features from MRIs, and these data are ingested into 
Forecasting by Learning Anticipated Representations (FLARe), a set of computational models 
and tools that forecast the progression of Alzheimer’s disease at the patient level to identify 
cohorts for early intervention and treatment planning studies. Unlike most previous models, 
which were evaluated for a forecasting window of only six months, FLARe has improved 
prediction to time windows longer than one year. Following this initial success, FLARe is now 
leveraging data multimodality, comparing brain images at consecutive visits to focus on 
features that minimize redundancy and maximize informativeness for disease forecasting.  

This research could mitigate the lack of a cure for Alzheimer’s disease by using pre-diagnosis to 
introduce a new research focus for preventative drugs and treatments. Pre-diagnosis becomes 
less precise as the time window increases, but multimodal data from consecutive visits presents 
an opportunity to refine the algorithm. However, uncertainty remains regarding the ethics of 
how and when subjects should be informed of their risk.  

Discussion  
The ethics of informing individuals about their risk for developing diseases without a cure 
presents difficult challenges. Dr. Fiterau favored informing patients, emphasizing that precision 
must be high and the prognostic timeline must be communicated. However, Dr. Ossorio noted 
reasons not to inform patients, such as keeping investigators and patients blinded to risk status. 
Moreover, she highlighted empirical data suggesting that for neurodegenerative diseases 
without treatments, some patients deliberately choose not to know their own status. Dr. Sher 
suggested open and transparent engagement of diverse populations to seek input on this 
question. 

Participants discussed whether developers could ascertain the underlying bias that contributed 
to the racial bias in the case study presented by Dr. Sher. The sources in this case were unclear; 
however, in any review of case studies for AI and machine learning-based applications, 
important considerations include how preliminary data were generated, how labels were 
designed, what question was defined, and whether the algorithm was static or adaptive. Dr. 
Ossorio expressed concerns that many IRBs lack experts who can evaluate those questions, 
noting an increasing need for groups involved in oversight processes, such as IRBs, to be 
educated about machine learning. Dr. Ossorio closed by emphasizing the importance of 
describing the processes for cleaning datasets, which can transform a representative dataset 
into one that is not representative. 

Gaps and Opportunities: (1) perspectives on defining problems; (2) intersection of availability, 
replicability, and law; (3) value-based meaningful education of data scientists; (4) capacity 
building in the review process of AI/machine learning-based applications; (5) systematic 
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regulatory frameworks; (6) interaction of diagnostic accuracy and timeframe; (7) focus of 
clinical trials; (8) poorly defined or undefined risk groups; (9) multimodal longitudinal data; and 
(10) ethical considerations for dementia care (e.g., incurability and pre-diagnosis). 

Moderated Discussion: Future Research Opportunities 
Moderators—Partha Bhattacharya, Niteesh Choudhry, Marcel Salive 
Panelists—Julie Bynum, Vincent Mor, Ziad Obermeyer, Pilar Ossorio, Sherri Rose 

Research Priorities for Machine Learning to Improve Healthcare Delivery 
Dr. Choudhry distilled five key areas identified during the workshop where machine learning 
can improve healthcare delivery for older adults: (1) dementia and end of life, (2) EHR 
functionality and optimization, (3) efforts to reduce healthcare disparities, (4) analytic methods 
to improve data labeling, and (5) ethical and regulatory issues.  

• Dementia and end of life includes methods to predict subclinical disease using machine 
learning, data sources (e.g., EHR, financial data, clinical data), pragmatic trials for 
machine learning-assisted early diagnosis of dementia, and methods to increase the 
inclusion of older adults and/or people living with dementia in datasets used for 
algorithm training. 

• EHR optimization includes visualization approaches to enhance usability of EHR data and 
the impact of those usability tools on actual outcomes, as well as validation of 
algorithms and tools to help developers and users detect algorithm bias. 

• Reducing healthcare disparities ranges from validation of machine learning methods 
that are less prone to disparity to incorporation of disparity-reducing algorithms into 
workflows and/or clinical trials to predict risk for untreatable conditions. 

• Data labeling includes topics focused on the methodological angle, such as data linkage 
methods versus distributed data analyses; methods for data de-identification, detection 
of heterogeneity, and promoting generalizability; and data replication in the context of 
machine learning-based algorithms (e.g., methods for cleaning and preparing data for 
algorithm development). 

• Ethical and regulatory topics include validating accuracy of algorithms, stakeholder 
perspectives on defining problems, ethical frameworks, and regulatory issues (in 
particular for machine learning algorithms as medical devices). One key ethical issue is 
handling the disclosure of predictions for untreatable conditions. 

Dr. Obermeyer offered two approaches that could help to solve problems across these priority 
areas: understanding how bias is introduced into algorithms and how to remove it as well as 
focusing on quality labels. An analysis of bias would require a focus on healthcare outcomes. 
Often developers of machine learning algorithms that prioritize patients for population health 
studies choose to predict future costs instead of future health outcomes, but under this 
approach, increasing the diversity of the training dataset would not improve the algorithm’s 
resistance to bias. Instead, the algorithm must be retrained using the same pipeline but with 
different outcome-driven health needs rather than costs. In addition, Dr. Rose emphasized the 
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need to engage a broad set of stakeholders to identify such problems, which span the impact of 
machine learning approaches on disparities, analytic methods, and ethics priorities. 

Reporting Standards for Machine Learning Study Findings 
Dr. Bynum noted that the issues raised are not unique to machine learning but instead are 
more general issues of data preparation. This observation raises an important question about 
standards for reporting. For example, the Enhancing the QUAlity and Transparency Of health 
Research (EQUATOR) Network—an initiative to promote transparent and accurate reporting of 
health research studies to enhance the value and reliability of medical research literature—
requires that clinicians provide a CONSORT diagram to identify patients who were included or 
excluded, which supports assessments of the generalizability of study findings. Dr. Mor offered 
two reasons that researchers may consider machine learning differently than a standard 
research CONSORT diagram: (1) machine learning involves a multiplicity of different data 
sources and (2) different data sources (e.g., clinical data and biological data) may not share the 
same standards. In addition, economic incentives provide a compelling reason to accelerate the 
development of machine learning algorithms. While a CONSORT diagram would almost 
certainly reveal data loss, the scale may overwhelm the ability to tease out any generalizability. 
Instead, researchers could consider a CONSORT diagram at each stage of major data loss.  

Dr. Ossorio explained that some researchers may view machine learning within healthcare 
systems as an opportunity to reduce the number of clinical trials to realize cost savings; 
however, she warned that the success of this technology will require significant investments 
(e.g., to build better datasets).  

Algorithm Validation 
Dr. Choudhry then asked participants about the overarching themes of validation and proof, 
alluding to all of the scores that are constantly in use. Dr. Marcel Salive offered CDS as an 
example of failure to validate. In the real world, patients have multiple co-occurring chronic 
conditions, but machine learning algorithms typically make predictions based on single 
conditions. In addition, little evidence has been offered to support the suggestions made by 
CDS for vascular disease. Dr. Bynum offered dementia as an illustrative case study of the 
challenges of identifying what to validate against when evaluating algorithms that predict onset 
of a future disease or condition, noting that reproducibility can masquerade as validation. 
Comparing an algorithm’s output against a known biomarker, while accounting for 
reproducibility of the data (i.e., positive predictive value), may not validate the algorithm if the 
biomarker is not relevant to the outcome of interest. Moreover, Dr. Obermeyer pointed out 
that positive predictive value can reinforce disparities, for example, toward individuals with 
access to the healthcare system. Dr. Mor noted a second component of bias in the data source 
at the level of the provider, because providers likely have different distributions of patients. 

Data Linkages 
Dr. Bhattacharya concluded the discussion by asking for participants’ opinions about near-term 
opportunities for NIA to broadly impact the development of machine learning interventions. Dr. 
Obermeyer suggested that NIA could support the cross-cutting theme of data linkages. By 
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building a requirement for the generation of public-use datasets into funding opportunities, NIA 
could help to systematically address concerns regarding bias and validation by providing good 
long-term outcomes data to link with other extant datasets. 
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Meeting Agenda 
Workshop Organizers: Partha Bhattacharyya and Marcel Salive 

Workshop Chair: Niteesh Choudhry 

Machine Learning is poised to improve the accuracy of disease identification, course of 
treatment, and prognoses across disparate patient populations. These improvements can result 
in both superior health outcomes and cost savings throughout the healthcare system. However, 
systemic barriers (e.g., limited or no access to electronic health records) and methodological 
barriers (e.g., inadequate algorithm validation) can impede this progress. Thus, the goal of the 
workshop is to identify research gaps and opportunities in Machine Learning to accelerate its 
successful implementation to improve healthcare delivery for older adults. 

Day 1: October 15, 2020 

Welcome Remarks and Workshop Goals 

3:00 pm Partha Bhattacharyya and Marcel Salive 

Session 1: Opportunities to Improve Healthcare Delivery 

3:10 pm Machine Learning to Improve Care for Older Adults: Gaps and Opportunities – 
Ziad Obermeyer (session chair)  

3:20 pm Towards Deploying Reliable Machine Learning Systems – Besmira Nushi 

3:30 pm Patient Record Summarization: An Intervention to Reduce Clinical Information 
Overload – Noémie Elhadad  

3:40 pm Q&A and Discussion 

Session 2: Vulnerable Populations 

3:50 pm Improving Outcomes in Low-Income Populations – Sherri Rose (session chair) 

4:05 pm Ensuring Fairness in Machine Learning to Advance Health Equity – Alvin 
Rajkomar 

4:20 pm Q&A and Discussion 

Session 3: Improving Dementia Care 

4:30 pm Selecting Patients with Dementia for Palliative Care Interventions: Deep Learning 
Mortality Prediction in EHR – Julie Bynum (session chair) 

4:40 pm Detecting Dementia in Financial Data – Lauren Nicholas 
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4:50 pm Can Dementia Be Detected from Primary Care Patients’ Records by Automated 
Methods Earlier Than by the Treating Physician? – Elizabeth Ford 

5:00 pm Q&A and Discussion 

5:10 pm Adjourn for Day 

Day 2: October 16, 2020 

Session 4: Data Needs 

3:00 pm Novel Data Management and Integration Approaches – Vincent Mor (session 
chair)  

3:10 pm Opportunities and Barriers of Healthcare Data – Mohammed Saeed  

3:20 pm Integrating Health Data from Multiple Sources – Jasmin Phua 

3:30 pm Q&A and Discussion 

Session 5: Ethics and Feasibility Considerations 

3:40 pm Do No Harm: A Roadmap for Responsible Machine Learning for Health Care – 
Pilar Ossorio (session chair) 

3:50 pm Algorithms and Bioethics – Taimur Sher 

4:00 pm Early Detection of Alzheimer’s Disease: Viability and Implications for the Care of 
Older Adults – Madalina Fiterau 

4:10 pm Q&A and Discussion 

4:20 pm Break 

4:30 pm Discussion on Future Research Opportunities with Session Chairs – Moderated 
by Partha Bhattacharyya, Marcel Salive, and Niteesh Choudhry 

5:00 pm Adjourn 
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